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What is Natural Language Processing (NLP)

"natural language processing, n." OED Online, Oxford University Press, December 2021, 
www.oed.com/view/Entry/255272. Accessed 2 February 2022.



The NLP Lifecycle

Data	Acquisi+on/Corpus	
Selec+on

Data	Cleaning

Annota+on	&
Model	Training

Result	Analysis	&	
Interpreta+on

Model/Method	
Adjustment

NLP	Method	Applica+on

Op+cal	Character	
Recogni+on	(OCR)



Building Measuring the Earth



Measuring the Earth: A DH Project

- Goals:
- To create an open repository of primary sources for the history of late modern geodetical 

research

- To perform a historical analysis of 

- international cooperation

- scientific diplomacy

- interdisciplinary debate in the field

- Challenges:
- OCR

- Multilingual corpus with older versions of language



Adam, Jozsef & Drewes, Hermann & Rozsa, Szabolcs. (2012). The International Association of Geodesy 
(IAG) Historical Overview. Journal of Geodesy. 86. 793-974. 

 
 
 
 

            
           

 
 
 
 

      

                 
                              

 
 
 
 

      

            
                              

 
 
 
 

      

              

                             

 
 
 
 

        

          

The Corpus



The Corpus

- High-resolution scans of reports and meeting minutes

- Multilingual (mostly German, French, Italian and English)

- About 15 000 pages











Design Process



   
       
        

         
            
       

       
           
       

      
         

            
          

                              

                                                  

             
        

          
          
         

      
        



interaction-design.org



Different Types of Users with Different Requirements

- Public Users: access to a curated and accessible corpus and corpus 

interpretation

- Research Scholars: possibility of easily obtaining text analysis data on any 

part of the corpus

- NLP / Programming-savvy Scholars: access to raw data and low-level 

computable representation of the corpus

- DH Specialist: creation of a reusable and adaptable “stack” for other text-

analysis projects



Catering to All Levels of Tech Savvy

- Public Users: Simplified interface allowing users to navigate the website

- Scholars: Collaborative work with DH Specialist to perform text analysis 

(importance of export formats)

- Other DH Specialists: Easy access to data through Jupyter Notebook and 

helper functions on models



General User Experience Design Focus

- Allow researchers to zero-in and isolate the parts of the corpus they are 

interested in

- Consider the public-facing part of the platform from the start

- Facilitate access to digitized versions of the original material (IIIF)



Implementation



What We Implemented

- A “public” side allowing the general public to explore the corpus

- A “private” corpus exploration browser interface for research 

- A “power-user” section allowing experimentation and the use of advanced 

NLP libraries of the corpus using Jupyter Notebook



A Quick Note on OCR

- First Rough Run: Tesseract used on own computer

- Tried: ABBY (not very successful)

- Second (Cleaner) Run: Language detection + Computer-Vision assisted 

Tesseract
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General Features









Main NLP Methods Implemented

- Topic Modelling

- TF-IDF

- Named Entity Recognition

- Multilingual Approach:

- Automatic Translation of the whole corpus for analysis in one single language



Multilingual topic modelling for tracking COVID-19 trends based on Facebook data analysis - Scientific Figure on ResearchGate. 

Available from: https://www.researchgate.net/figure/LDA-topic-modelling-process_fig1_343176425 [accessed 7 Feb, 2022]







Named Entity Recognition (NER)

A process through which a sentence or a chunk of text is parsed through to find 

entities that can be put under categories like names, organizations, locations, etc.

DeepAI. ‘Named-Entity Recognition’, 17 May 2019. https://deepai.org/machine-learning-glossary-and-

terms/named-entity-recognition.

https://deepai.org/machine-learning-glossary-and-terms/named-entity-recognition


NER Model Training

- Annotation with Prodigy

- Model training using Prodigy & Spacy

- First approach: one model for the whole corpus

- Second approach: one model per language





Co-occurrence Network

Co-occurrence network, sometimes referred to as a semantic network, is a method to 

analyse text that includes a graphic visualization of potential relationships between 

people, organizations, concepts, or other entities represented within written material.





Reflections



Why do we often end up building a new platform?

- Technology evolves

- It is usually easier to build something from scratch than change an existing 

platform to fit the project’s needs

- The design of an analysis tool is dependent on:
- the nature and structure of the corpus

- The research question(s)



If we always end up building a new platform, how 

can we produce software that facilitates this?

- Focus on ”developer-centred stack”

- Extraction of useful created software as libraries?

- Use of Jupyter notebooks for analysis algorithms that allows for 

experimentation



Works	with	any	Corpus Has	Powerful	Text	Analysis	Features

Easy	to	Configure	&	Use



Take-aways

- Consider the limited lifespan of pipelines and platforms

- Facilitate access to the corpus (in any form) for any level of tech-savvy

- ML-generated entities need a lot of manual curation and further model 

training

- Focus on research data creation and preservation
- Consider what data will be produce from the start of the project

- Importance of Linked Data Standards and ontologies / conceptual reference models such as 

CIDOC CRM



Lessons Learnt

- Don’t underestimate how much resources and help you might need for OCR 

and data cleaning

- One digital humanities specialist alone is not enough for such an ambitious 

project

- Focusing on many types of analysis at once results in a somewhat shallow 

approach as opposed to focussing on one or two particular approaches



Future Work

- MTE project ended about a month ago

- Still working on making this NLP platform better

- I would like to load more corpuses in it and improve its functionalities

- Once cleaned up, publish the source code on GitHub

- Please get in touch with me at pbelouin@mpiwg-berlin.mpg.de if you would 

like to give it a go!

mailto:pbelouin@mpiwg-berlin.mpg.de

